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Abstract—This paper presents an explainable decision support 

system (DSS) for stress classification in virtual reality (VR)-based 

tele-rehabilitation, addressing the critical need for transparency 

in machine learning (ML) applications within healthcare. It 

leverages SHapley Additive exPlanations (SHAP) to estimate 

feature relevance, enabling therapists without technical expertise 

to validate stress detection outcomes. By providing contextualized 

feature importance, the system bridges the gap between complex 

ML models and domain-specific knowledge, enhancing usability. 

This user-centered approach promotes informed decision-making 

and advances the integration of explainable AI in clinical 

environments.  

Keywords—Explainable AI, Stress detection, Virtual reality, 

Tele-rehabilitation, Decision support systems 

I. INTRODUCTION 

Explainability focuses on post-hoc methods that generate 
human-understandable explanations for the decisions made by 
complex models, such as deep neural networks or ensemble 
techniques, as outlined in [1]. These methods bridge the gap 
between model complexity and human comprehension by 
employing techniques like SHapley Additive exPlanations 
(SHAP) and Local Interpretable Model-agnostic Explanations 
(LIME) [2], which provide a comprehensive overview about 
explainable AI. 

Recent advancements in stress detection have increasingly 
emphasized the integration of explainability to enhance 
transparency and trustworthiness. Existing literature employs a 
variety of techniques to achieve this goal. For instance, feature 
attribution methods are frequently used to uncover the 
contributions of specific physiological signals. Research in [3] 
leverages SHAP to analyze the importance of heart rate 
variability (HRV) features in stress predictions, offering detailed 
insights into the decision-making processes of deep learning 
models. Similarly, [4] utilizes SHAP to rank the relevance of 
stress features derived from electrodermal activity (EDA), heart 
rate (HR), and skin temperature (ST). Another study [5] 
highlights the significant role of HRV and EDA in stress 
detection through SHAP-based analyses. Beyond feature 
attribution, frameworks like "UnStressMe" [6] employ 
visualization techniques and trend analyses to help users 
interpret relationships between self-tracked data and stress 
levels. Additionally, [7] proposes the formal verification of 
stress-monitoring rules to establish confidence in machine 

learning (ML) models. In high-risk domains, e. g. firefighting, 
[8] applies model-agnostic explainability tools like LIME to 
clarify the relationships between stress levels and input features. 
Furthermore, [9] incorporates explainability mechanisms within 
deep learning models to highlight the role of specific 
physiological features, such as skin conductance level, and uses 
visual representations to enhance user comprehension. Hybrid 
models, such as [10], combine fuzzy logic with deep learning, 
using human-readable rules to map HRV data to stress levels. 

These studies collectively highlight the potential of 
explainability techniques in enhancing the transparency and 
usability of stress detection systems. However, challenges 
persist in making these systems accessible to non-technical 
users. While feature relevance explanations offer insights into 
model behavior, they often lack actionable clarity and intuitive 
information. Even worse, algorithmic feature selection used for 
ML can introduce features that seem arbitrary to domain experts, 
creating a gap between technical outputs and practical 
understanding. Addressing this, our study introduces a decision 
support system (DSS) designed to enhance explainability of 
stress detection in the context of VR-based tele-rehabilitation. In 
addition to leveraging SHAP-values for feature attribution ([3]–
[5], [8]), the DSS integrates a SHAP-based feature relevance 
technique implementing feature trees for context mapping. This 
approach enables therapists to interpret ML model outputs 
within their domain expertise, facilitating informed training 
adjustments to optimize rehabilitation outcomes. 

The VR-based tele-rehabilitation solution was developed as 
part of the ALL JP project Recovery Fun, involving technical 
and clinical partners from various countries. AI explainability—
bridging the gap between ML and domain experts’ insights—
was identified as a critical factor for the practical adoption of AI 
in clinical environments. 

II. SYSTEM OVERVIEW 

The proposed DSS is a key component of the VR-based tele-
rehabilitation solution. It incorporates a wrist-based wearable 
sensor device that measures physiological signals utilized for 
stress classification. The system’s architecture is distributed 
across three primary environments, see Figure 1: 

1) Home Environment: Patients use a VR headset and a wrist 
sensor device to engage in individual training sessions. The VR 
headset connects to a VR application that delivers exergames for 
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physiotherapeutic treatment of upper limbs and cognitive 
training. During the session at home, the wrist sensor collects 
physiological signals, Photoplethysmogram (PPG) and 
Electrodermal Activity (EDA), and streams the data to a 
centralized Data Lake. 

2) Cloud Infrastructure: The Clinical Platform serves as the 
core application, managing patient profiles, VR training 
sessions, and the orchestration of subsystems to provide data to 
the Clinical Dashboard. The VR application delivers the 
exergames based on a therapist-specified training plan. The 
Clinical Platform can also retrieve physiological data from the 
Data Lake when detailed analyses are required. Additionally, it 
interacts with the DSS to request stress classification for a 
training session. 

3) Remote Environment: The Clinical Dashboard is a web-
based application that allows therapists to remotely supervise 
VR sessions, analyze training progress, and configure training 
plans. The dashboard highlights sessions flagged by the DSS for 
further review. Therapists can analyze physiological data, 
validate the stress classification results, and, if necessary, 
schedule live training sessions that incorporate video calls. 

 

Fig. 1. VR-based tele-rehabilitation solution incoorperating a DSS. 

At the core of the DSS, illustrated in Figure 2, is stress 
classification and feature attribution, which interpret the PPG 
and EDA signals stored in the Data Lake. The DSS outputs 
stress detection results, including classification probabilities, 
and provides insights based on feature relevance. The DSS 
consists of the following stages: 

1) Signal Engineering: Raw PPG and EDA data are 
preprocessed to remove outliers, and the first minute of each 
session is discarded to account for the stabilization period in 
EDA measurements. Using the NeuroKit2 (NK2) toolbox [11], 
auxiliary signals such as blood volume pulse (BVP) are derived, 
and missing data is imputed. 

2) Feature Extraction: The NK2 toolbox generates features 
from the EDA and PPG signals, which are necessary for stress 
classification. These features are computed over a one-minute 
sliding window. A MinMaxScaler is applied to normalize 
features for each patient. 

3) Stress Classification: The DSS utilizes a random forest 
classifier, inspired by [12, 13], to categorize the patient’s state 
as either “baseline” or “stress.” This stress classification relies 
on 23 EDA- and PPG-derived features and outputs the model’s 
classification probability for each prediction. 

4) Feature Attribution: The output of the stress classifier 
(classification probability) and the corresponding input features 
are used to compute feature relevance through SHAP-values. 
This step provides an explanation of the contribution of each 
feature to the classification decision. 

5) Context Mapping: Feature relevance is mapped to a 
hierarchical feature tree, allowing therapists to understand the 
contextual relevance of feature groups. This backpropagation of 
feature attribution enhances the interpretability of the results by 
organizing features into categories. 

 

Fig. 2. DSS for stress classification and feature attribution. 

The stress detection utilizes a random forest that relies on 
features identified by algorithmic feature selection. While this 
model achieves high predictive accuracy, the lack of inherent 
interpretability limits its transparency. To address this 
limitation, the DSS incorporates a SHAP-based feature 
relevance technique, as introduced in the next section. 

III. METHODOLOGY 

The SHAP-based feature relevance technique proposed in 
this paper is implemented in two stages of the DSS: Feature 
Attribution and Context Mapping. The use of feature trees is 
central to the context mapping process, which will be elaborated 
upon in a dedicated subsection. 

A. Feature Attribution 

SHAP enables us to evaluate the attribution of each feature 
to a prediction. The TreeSHAP algorithm [14] provides an 
efficient method for calculating SHAP-values for tree ensemble 
models. It explains the model output ����, as the sum of feature 
attributions ��: 

 ���� � �	����
 � ∑ ���∈�  , (1) 

where �	����
 is the prior expectation of the model output, 
and � is the set of all features. To compute SHAP-values, the 
algorithm evaluates the impact of excluding a feature � on the 
model’s output. This is achieved by estimating the expected 
values �	����|��
 for all feature subsets � ⊆ �\��� [4]. 

In this study, the feature attribution stage outputs SHAP-
values ����� for each input feature �,  quantifying their 
contributions to the stress classification probability. The model 
output for a specific prediction � is expressed as the sum of 
feature attributions (1). 

B. Context Mapping 

While feature attribution computes ����� for individual 
features � in a prediction �, context mapping organizes features 
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into meaningful groups using a hierarchical feature tree. Figure 
3 illustrates the concept of a feature tree, which consists of nodes 
� across levels �, with features � located at the leaf nodes. 

 

Fig. 3. Concept of a feature tree for context mapping implementing three 
levels � ∈ �1,2,3� with different numbers of nodes � and leaves �. 

The attributions �����  are backpropagated from the leaf 
nodes to the root node. For each node �,  positive-valued 
attributions are aggregated into a “higher” component � , while 
negative-valued attributions are aggregated into a “lower” 
component �!, following the recursive formulas: 

 �"!#,$
 ��� � ∑ �",%

 ���%∈&' � ∑ max+0, �",����-�∈�'    (2) 

and 

 �"!#,$
! ��� � ∑ �",%

! ���%∈&' � ∑ min+0, �",����-�∈�'  , (3) 

where 1$ is the subset of child nodes of node �, and �$ is 
the subset of leaves of node �.  This results in aggregated 
“higher” and “lower” components, �",%

 ���  and �",%
! ���,  that 

evaluate the contributions of feature groups to either increasing 
or decreasing the model output. 

To enhance interpretability and facilitate intuitive 
comparisons, the components are scaled to: 

• A positive range 	0,1
,  indicating a trend toward 
“stress.” 

• A negative range 	21,0
,  indicating a trend toward 
“baseline.” 

This scaling adjusts both value ranges based on the model’s 
prior expectation �	����
, as described in: 

 �3",$
 ��� �

45,'
6 �7�

#!8	9�:�

  and� �3",$

! ��� �
45,'

; �7�

8	9�:�

 . (4) 

C. Feature Trees 

In the context of the DSS, algorithmic feature selection 
identified 23 key features for ML. These features were grouped 
into two hierarchical feature trees, as shown in Figure 4, based 
on the functional structure provided by NK2 [11]: A complex 
tree for PPG-based features and a manageable tree for EDA-
based features. The mapping trees can be extended to 
incorporate additional features from other signals, such as 
electrocardiogram (ECG) or electroencephalogram (EEG). 

Feature groups marked with an asterisk (*) are not directly 
utilized for ML but provide additional context for therapists. For 
example, the feature group “HR_Fragmentation” analyzes 
cardiac interbeat interval dynamics [15], offering greater 
interpretability than a metric like “HRV_PIP” (Percentage of 
Inflection Points of the RR interval series). The aggregation and 
scaling of feature relevance, as described in Equations (2)–(4), 
provide a quantitative evaluation of feature groups, allowing 
therapists to better understand stress predictions. 

 

Fig. 4. Implemented feature trees for aggregation of feature relevance. 

IV. RESULTS AND DISCUSSION 

This section highlights the differences between 1) the 
standard approach to feature attribution and 2) the proposed 
extension, which incorporates context mapping. Additionally, 
we discuss in 3) how feature evaluation supports the therapist’s 
decision-making process. 

To illustrate these concepts, we present an example using the 
WESAD (Wearable Stress and Affect Detection) dataset [12], 
which contains multimodal physiological data collected from 
wrist and chest devices worn by 17 participants (S1–S17). The 
DSS performs stress classification on data from participant S3, 
generating prediction probabilities. As depicted in Figure 5, the 
first half of the participant’s data is labeled as “baseline,” while 
the second half is labeled as “stress.” The prediction probability 
is subject to feature attribution and context mapping. The 
subsequent discussion analyzes the prediction � at 378 seconds, 
where the DSS classified “stress” with a prediction probability 
of 86.5%. 

 
Fig. 5. Binary-classification and prediction probability of participant S3. 

1) Standard Approach: The standard approach calculates 
the attributions for each feature according to (1). The SHAP-
values �����, shown in Figure 6, indicate that certain features 
contribute towards “stress” while others lean towards 
“baseline.” However, not all features used for ML are intuitive 
for therapists to interpret. For example, therapists may wish to 
understand the overall contributions of PPG- and EDA-based 
features. Accumulating SHAP-values for these features can 
result in a loss of information. As seen in Figure 7a, a therapist 
may assume that all features contributing towards “stress” 
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outweigh those towards “baseline.” This interpretation is 
misleading: while EDA-based features appear dominant, PPG-
based features contribute to both classes but cancel each other 
out. 

 
Fig. 6. SHAP values of most relevant features for prediction at 378 seconds. 

2) Proposed Extension: To address this, the scaled “higher” 

components �3  and “lower” components �3!  were calculated 
separately, as per Equations (2)–(4). This approach provides a 
broader understanding by independently considering positive- 
and negative-valued attributions. The results are shown in 
Figure 7b, where in contrast to 7a, PPG-based features exhibit 
significant uncertainty in classifying “baseline” or “stress.” 

3) Feature Evaluation: When using the system, therapists 
decide to prioritize features or feature groups relevant to their 
domain for further analysis. The therapist might choose to 
investigate the PPG-based features and feature groups, as 
shown in Figure 7c. Recognizing that the uncertainty arises 
from HRV-based features, the therapist may decide to analyze 
the HRV time series for a more detailed evaluation. 

 

 

Fig. 7. Accumulated SHAP-values (a), “higher” and “lower” components for 
the PPG and EDA groups (b) and selected features and groups (c) (378s). 

The system’s high degree of personalization enables 
therapists to adjust feature groupings relevant to their domain, 
further enhancing interpretability and usability. Initial informal 
trials with clinical partners highlight that validating stress 
classification through feature groups offers a flexible approach 
for configuring the DSS according to therapists’ preferences. 

V. CONCLUSION 

The proposed system not only facilitates informed decision-
making but also fosters practical ML adoption in clinical 
settings. By supporting a user-centered, explainable approach to 
healthcare AI, it supports by enhancing the outcomes of VR tele-
rehabilitation. The integration of the SHAP-based feature 
relevance technique represents a significant step forward in 
enabling therapists to understand ML-driven decisions, 
ultimately paving the way for future semi-automated training 

adjustments. Future work should focus on conducting surveys to 
validate acceptance and effectiveness of the proposed feature 
attribution and contextual feature mapping methods in real-
world settings. Additionally, the methodology should be 
extended to support multi-class classification and enriched with 
the interpretation of feature values, exploring how low or high 
values of individual features influence the reasoning behind 
classifications. Ongoing research will investigate optimal 
feature groupings based on therapists' domain knowledge, 
providing a robust default configuration that can be further 
personalized to meet individual needs. 
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