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Abstract—The rapid adoption of Artificial Intelligence systems
in high-stakes domains such as agriculture underscores the
need for trustworthiness. In this paper, we present a chatbot
system designed to provide actionable insights for crop com-
modity markets by leveraging a Retrieval-Augmented Generation
framework. The system integrates a Trust Engine to evaluate its
performance across key dimensions, including data reliability,
source reputation, and user feedback, ensuring accurate and
reliable information delivery. The Trust Engine calculates trust
scores at two levels: (1) for individual interactions using fuzzy
logic and (2) for the system’s behavior over time by aggregating
metrics such as user feedback, discrepancy counts, and unknown
answer rates. We conducted an initial evaluation on ten repre-
sentative queries commonly encountered by market stakeholders,
highlighting variations in response quality and trust scores.

The results demonstrate the effectiveness of the Trust Engine
in distinguishing between high- and low-trust responses and
emphasize the critical role of trust assessment in Al-driven
decision support tools. This work lays the foundation for more
robust and explainable AI systems.

Index Terms—ILarge Language Models, Retrieval-Augmented
Generation, Crop Commodity Market, Expert-in-the-Loop,
Fuzzy Logic, Trust Engine, Trustworthy Al

I. INTRODUCTION

Artificial Intelligence (AI) has emerged significantly in
recent years and is used in a wide range of industries. Its
ability to process and analyze large amounts of data quickly
and accurately makes it particularly valuable for domains
with high-stakes decision-making, such as finance, healthcare,
and agriculture. In the crop commodity markets, AI’s role is
increasingly indispensable. Accurate and timely information
on crop yields, prices, weather impacts, and market trends is
critical for decision-making. Decisions made in this domain
influence not only economic stability but also food security.

Despite the benefits of Al, challenges arise due to potential
inaccuracies and biases in the input data that can lead to
misleading results. In crop commodity markets, malicious
actors may introduce false data to manipulate market trends. In
fact, crop production data are often scattered across multiple
regions and controlled by government bodies that may have
political agendas, potentially leading to data manipulation.

Furthermore, complex Al systems often lack explainability,
making it difficult for users to understand how decisions are

made. Due to this black-box nature, it remains unreliable to
depend on the outcomes generated by Al systems.

Several high-profile cases highlight the consequences of
trust-related failures in Al systems. For example, Google’s
image generator was criticized for racial bias, altering the de-
piction of historical figures based on implicit biases [1]. Sim-
ilarly, an Air Canada chatbot provided incorrect information
about bereavement fare policies, causing significant customer
distress and resulting in financial compensation [2]. These
examples illustrate the real-world impact of misinformation
and the fragility of user trust in Al systems.

Establishing trust in Al systems is therefore paramount,
particularly in sectors like crop commodity market, where the
stakes are high and the impact of errors can be substantial.
For example, an inaccurate prediction of wheat yields in a
major exporter such as Ukraine could trigger price spikes,
affect global supply chains, etc.

To address these challenges, this paper introduces a
retrieval-augmented-generation (RAG) based chatbot system,
designed to ground large language models (LLMs) on domain-
specific knowledge bases. The system extracts and delivers
relevant information to its users, while reducing the risk of
hallucination. For illustration, we focus on crop commodities,
highlighting how the system can provide insights into crop
trends, market dynamics, and other critical factors. The data
for this system come from numerous contributors, from people
(brokers and investors) to governmental offices. The data may
contain different types of information, such as quote prices,
future exchanges, cargo information, weather data, etc.

To strengthen reliability, our system incorporates a Trust
Engine. This engine evaluates the chatbot’s behavior and
performance across several dimensions: transparency, robust-
ness, and reliability. By combining the RAG framework with
trust assessment, we aim to ensure that the system not only
performs its intended functions effectively, but also inspires
confidence in its users and the experts who provide this system.

This paper is organized as follows: Section II provides
a comprehensive review of related work, starting with a
discussion on the advances in Al, particularly large language
models (LLMs), with a focus on their applications in the crop
commodity markets. Then it delves into the concept of trust
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in Al systems.

Section III presents the structure of the chatbot system,
which provides end-users with insights derived from a specific
knowledge base, using crop commodity data to offer informa-
tion on commodity prices and market trends.

Section IV details the design and implementation of the
trust tool, explaining the methodology and key aspects of trust
assessment. Then we discuss the results obtained, outlining
potential directions for future work to enhance trust in Al-
driven decision-making systems.

Finally, Section V concludes the paper by recapitulating our
contributions.

II. BACKGROUND AND RELATED WORK
A. Recent advancements in LLMs

LLMs have profoundly transformed the landscape of natu-
ral language processing by demonstrating remarkable perfor-
mance in tasks such as text generation, question answering,
and summarization [3] [4]. This progress has been driven by
the Transformer architecture, originally proposed in Attention
Is All You Need [5]. By discarding recurrent connections
and instead relying exclusively on attention mechanisms, the
Transformer paved the way for modern models such as GPT-4
by enabling training on a greater scale and on huge datasets.

Despite their impressive generative capabilities, these mod-
els can sometimes produce incorrect or biased outputs, which
poses a serious challenge for trustworthy AI. Consequently,
numerous recent studies have investigated retrieval-augmented
methodologies, which integrate LLMs with external knowl-
edge sources to enhance factual grounding and mitigate mis-
information [6] [7] [8] [9]. These methodologies provide real-
time, verifiable evidence during generation, enabling more
transparent outputs, enhanced user trust, and more robust
accountability mechanisms.

B. LLM in crop commodity market:

The integration of LLMs into the crop commodity market
is opening new frontiers in data accessibility, pricing opti-
mization, and market intelligence. LLMs have demonstrated
significant promise in addressing the sector’s core challenges,
such as unstructured data processing, volatility in pricing,
and the need for real-time decision-making. For example, our
previous work [10] shows that LLMs like GPT-4 and Claude
v2 can perform highly accurate Named Entity Recognition
(NER) on agricultural data without domain-specific retraining,
enabling the extraction of key entities like product names,
vessel movements, and trade flows from raw documents. Ad-
ditionally, hybrid models that combine LLMs with Genetic Al-
gorithms (GAs) have been used to dynamically optimize crop
pricing strategies based on real-time market data, demonstrat-
ing higher profitability and adaptability in volatile conditions
[11]. Furthermore, Wang and al. [12] propose Al agent for
futures trading decision. These agents dynamically generate
actionable trading strategies by recognizing price patterns
across multiple temporal scales, significantly improving the
accuracy and timing of trade decisions in agricultural futures

markets. These innovations underscore the transformative role
of LLMs in enabling smarter, and more adaptive decision
support systems across the crop commodity value chain.

C. Trustworthiness in Al

Trust is a multifaceted concept that has been explored across
various disciplines from philosophy to social science. It is fun-
damentally a belief held by one party, the trustor, that another
party, the trustee, will act in a reliable and beneficial manner.
As articulated in the Standford Encyclopedia of Philosophy
[13], this involves a “willingness to be vulnerable” to the
trustee, based on the confident assumption that they will honor
their commitments.

In the context of a system, this leads to the crucial distinc-
tion between trust and trustworthiness. While trust is the user’s
perception and willingness to rely on a system, trustworthiness
is an objective property of the system itself. A trustworthy
Al system is one that possesses the qualities that make it
worthy of trust. These qualities often include attributes such
as reliability, accuracy, transparency, security, etc [14]. The
development of explainable Al (XAI), for instance, directly
addresses the need for transparency to enhance trustworthiness
and, consequently, user trust [15].

Ferrario et al. [16] propose an incremental model of trust
that can be applied to both human-human and human-Al
interactions. The incremental model of trust consists of a
triple: Simple Trust, non-cognitive form; Reflective Trust,
which is based on objective features that build the entity’s
trustworthiness; and Paradigmatic Trust. For instance, a data
scientist might have paradigmatic trust in an AI’s ability to
generate predictions reliably due to their understanding of its
design, while an end-user might only have simple trust based
on the company’s brand reputation.

Furthermore, Pia Andrews et al. [17] introduce a trust
framework for the use of artificial intelligence and automated
decision-making systems by government. This framework un-
derscores the pressing need for governments to ensure that
these technologies are properly deployed, especially in the
midst of declining public trust in institutions. It seeks to
address challenges such as opaque systems, potential biases,
and lack of accountability. However, it is important to note
that this remains a proposed framework, not a framework
developed or implemented in practice.

D. Trust factors in Al: Data quality and algorithms

Trust in Al systems is deeply influenced by two critical
components: the quality of the data used to operate Al models,
and the trustworthiness of the algorithms themselves. Each
of these components introduces distinct factors that affect the
overall trust users and stakeholders place in Al systems.

1) Trust factors in Data Quality: The foundation of any Al
model is the data used behind. Trust in Al is directly linked
to the quality of the input data, as the accuracy and reliability
of Al predictions are only as good as the data used.

« Data Completeness: This refers to the extent to which
a dataset encompasses all necessary information. Ge
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and Helfert [18] proposed a method to quantify data
completeness as follows:
1N
data completeness = I ; completeness(d;) (1)
Where completeness(di) equals O if di represents missing
data, and 1 otherwise.

e Accuracy: Accuracy indicates how accurate and reliable
the data is, ensuring that they are free from errors.
According to Awadid et al. [19], data correctness can be
assessed using the following formula:

1
data correctness = 15 d(w,on) 2)
Here, w denotes the data value under evaluation, w,, is
the actual real-world value, and d is a domain-specific
measure such as Euclidean or Hamming distance.

o Privacy: The safeguarding of sensitive user or customer
information within the data is essential for maintaining
privacy and ensuring trust.

2) Trust factors in Algorithms: Equally important as data
quality is the trustworthiness of the algorithms used in Al
systems. Algorithms determine how data is processed and
decisions are made, making it essential that they are trans-
parent, explainable, and aligned with ethical standards. Key
trust factors for algorithms include:

« Explainability: The ability of Al systems to provide
understandable reasons for their decisions is critical to
building trust. Explainable AI (XAI) ensures that end-
users, including non-technical stakeholders, can under-
stand the rationale behind Al-driven decisions [20] [21].

o Reliability: Refer to the ability of the algorithm to
perform a required function under specified condition.
For LLM models, this aspect addresses the challenges of
misinformation, hallucination, and inconsistency in the
data processed by the system [22] [23].

« Robustness and Consistency: The Al system must
be resilient to adversarial attacks and maintain stability
across various conditions, including fluctuating market
trends and changing weather patterns. It should have a
minimal margin of error [24].

E. Trust challenges in RAG system

RAG systems, which integrate LLMs with external knowl-
edge sources, face several key challenges that affect their
reliability and performance. A primary issue is data inte-
gration inconsistency, where outdated or incomplete datasets
reduce response accuracy. Additionally, errors in document
retrieval can lead to irrelevant or misleading outputs, while
difficulties in consolidating information from multiple sources
may cause fragmented responses. Challenges also arise in
interpreting user feedback effectively to refine system per-
formance, and scalability issues can degrade response quality
under large workloads. Furthermore, limited explainability of
results reduces user trust, particularly in critical decision-
making contexts. In this regard, ensuring that cited sources

are trustworthy and accurately reflect their original content is
crucial, as citation fidelity strongly influences users’ percep-
tion of reliability in generated outputs [25]. Recent surveys
propose a comprehensive trustworthiness framework based on
six dimensions—factuality, robustness, fairness, transparency,
accountability, and privacy—to evaluate and improve RAG
outputs [26]. Complementary efforts such as ClaimTrust in-
tegrate document-level trust scoring into the RAG pipeline
by propagating trust signals across claim relationships using
a modified PageRank algorithm, thus allowing the system to
prioritize reliable evidence during generation [27]. Meanwhile,
the BRIDGE framework introduces a unified approach to
balance internal and external knowledge dynamically, enabling
LLMs to decide whether to trust internal knowledge, rely
on retrieved content, or refuse to answer when uncertainty
prevails [28].

The existing RAG literature has been more focused on
improving retrieval accuracy, factuality, and efficiency, but
systematic mechanisms for evaluating the trustworthiness of
RAG outputs are rarely addressed. Most approaches stop
at grounding responses in documents, without considering
whether sources themselves are reliable, up-to-date, or con-
sistent across multiple contributors.

III. SYSTEM ARCHITECTURE

In this section, we present the architecture of our sys-
tem. The architecture leverages a modular RAG framework,
designed to answer domain-specific queries. This approach
bridges the gap between pre-trained language models and
domain-specific data, enabling effective interaction with un-
structured content such as PDF reports.
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Fig. 1. System architecture of the chatbot: The architecture includes prepro-
cessing of reports, embedding-based similarity search, and response generation
powered by LLM

The architecture presented in Figure 1 smoothly combines
retrieval and generation functions. Initially, the system pro-
cesses source documents by extracting text and breaking it
into smaller, manageable chunks. Then, it stored in the vector
database. In the subsequent pipeline, when a user poses a
question, pertinent text segments are retrieved from the vector
database according to the semantic similarity of the query.
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These segments assist in improving the LLM’s capacity to
produce precise and context-sensitive responses.
Key components of this system:

1) Database of unstructured data:
The dataset includes PDF reports containing diverse in-
formation about crop commodity market. These reports
are sourced from a diverse set of contributors, including
brokers, traders, and government entities such as USDA
[29]. The reports are published at various frequencies
(daily, weekly, and monthly, etc.) and it includes detailed
data on quotes prices, futures exchanges, freight cost,
and weather conditions. The commodities covered in
these reports include wheat, corn, soybean, barley, and
rice, providing a broad spectrum of insights into the
agricultural sector.

2) Vector database for Semantic Search:
The vector DB is implemented to store the vector
representations of text chunks, enabling meaningful se-
mantic comparisons. The vector store acts as a database
for rapid similarity-based retrieval of the most rele-
vant information in response to query. We use AWS
Opensearch [30] as a vector DB. The stored embeddings
include crucial metadata such as the title, contributor,
publication_date, updated_date, etc.

3) LLMs:
LLMs serve as the core reasoning and response genera-
tion engine of the system. We used Claude v2.1 [31] to
generate the answer for this part. Additionally, we used
LLM to embed both the chunks of text coming from
PDF reports and the query coming from the user. We
used the Amazon Titan text embeddings model v1 [32]

4) User Interface:
The user interface acts as the primary contact point for
users, facilitating seamless interaction with the system.
Users can enter queries and receive contextually appro-
priate responses. Upon receiving an answer, users have
the option to ’Like’ or ’Dislike’ it.

IV. TRUST ENGINE

A. Architecture

In this section, we introduce the Trust Engine, a critical
component designed to continuously assess the behavior of our
chatbot system. The engine ensures that the system performs
optimally over time by verifying that the RAG system retrieves
and uses relevant and accurate information. This meticulous
validation process is crucial, particularly in domains such as
market trend analysis and climate impact assessments, where
precision is essential to prevent the spread of false information
and to safeguard users from making potentially detrimental
decisions based on incorrect data.

Consider the scenario of a small-scale farmer who relies
on our chatbot system for insights on the optimal times to
sell their crops. If the Trust Engine detects that the price
information being retrieved is outdated or potentially manip-
ulated by larger market players, it could prevent the farmer

from making a selling decision that would result in significant
financial loss. This example underscores the vital role of the
Trust Engine in ensuring the integrity and reliability of the
information provided to our users.
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Fig. 2. This diagram illustrates the interaction between the user, the chatbot
system and the Trust Engine.

As illustrated in Figure 2, When the User enter a query
to the chatbot system, to extract information from the pdf
reports via RAG system and return it to the end user, the same
question will be redirected directly to retrieve the information
from the SQL database (indicated by the red arrows). The
Trust Engine then assesses both sets of responses, along with
metadata and user feedback, to compute a trust score. This
score is afterwards reviewed by experts to monitor and adjust
the system’s performance (indicated by the blue arrows).

In our scenario, the SQL database serves as a ground truth
dataset, having been previously analyzed by experts. This
SQL database also contains information derived from PDF
documents. To retrieve information from this database, we
employ a Text-to-SQL model that converts textual queries
into SQL queries, enabling extraction from the SQL database.
Below is a concise overview of the SQL database’s contents:

o Cash Quotes: cash prices represent the real-time market
value of a commodity at a specific location (Immediate
payment and delivery of a commodity).

o Freights: Freights are the costs and arrangements related
to the transportation of commodities from one location
to another.

e Tenders: The formal requests issued by buyers inviting
suppliers to submit bids for the supply of specific quanti-
ties and types of commodities within a given timeframe.

o Lineups: schedules and details of ships lined up at ports
for loading or unloading commodities.

In this research, we have an expert in the loop who plays a
crucial role in conducting thorough assessments of the global
trust score generated by the engine to detect and correct any
data anomalies.

When the system encounters data inadequacies that result in
undefined or erroneous responses, experts should enhance the
data repository by incorporating a broader spectrum of sources,
thereby enriching the diversity and comprehensiveness of the
information available to the chatbot.

Since establishing a direct reputation for data sources can be
subjective and vary over time, our system dynamically adjusts
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the credibility assigned to each source based on historically
observed behavior correlated with user satisfaction and data
accuracy. This dynamic approach ensures that the trustworthi-
ness of the information provided evolves in alignment with
proven data reliability, safeguarding users against the risks
associated with outdated or manipulated data inputs.

B. Implementation

Trust factors refer to key measurable indicators that help
evaluate the quality and reliability of an Al system. These
indicators are essential for assessing system behavior, ensuring
transparency, and measuring performance consistency. Trust
factors are critical to compute the final trust score, especially
with Al systems’ dynamic characteristics and evolving envi-
ronment. The aim of this section is to outline the trust factors
that form the foundation of the trust Engine.

Erom the Trust Engine
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Fig. 3. This diagram illustrates how data from the chatbot app and the SQL
DB are forwarded to Trust Engine.

o
2
@

Data source

Ground truth data

User
Satisfaction

Answer_sql

In Figure 3, the data is transformed into trust factors
which are analyzed to generate a trust score. This process
involves using a fuzzy logic system to aggregate key metrics
like correlation score, data recency, and user appreciation.
Additional metrics, including the count of “unknown answers”
and discrepancies, contribute to calculating a global trust
score, which is stored in the trust history for ongoing analysis
and monitoring of system performance.

The implementation of the Trust Engine involves several key
components and processes, which can be outlined as follows:

1) Data Collection and Transformation: Data is collected
from the chatbot interactions, where responses are generated
based on inputs from both SQL databases and PDF documents.
Alongside the answer data, we collect user feedback in the
form of likes or dislikes for each answer, the publication
dates of the source data, and the data sources themselves
are recorded. This collected data undergoes a transformation
process to prepare it for trust evaluation:

o Answer Data: Consists of responses derived from SQL
databases, the ground-truth data in our case, and the
answer from the RAG system.

o User Feedback: Captures user reactions (Like/Dislike) to
the answers provided, reflecting user satisfaction.

e Metadata: Includes Publication Date and Data Source,
which contribute to assessing the recency and the rep-
utation of the information used.

2) Trust factor Computation: Transformed data is used to
compute various trust factors that influence the global trust
score:

o Correlation score: Assesses the consistency between
Answer_sql and Answer_pdf, indicating the reliability
of different data sources. To assess this correlation, we
used an LLM GPT4 with a defined prompt template.
This model gives a score for how correlate are the
twon answers. High similarity scores indicate a strong
correlation.

o Data recency: Evaluates how current the information is,
based on Publication Date.

o Source reputation: Initially, all data sources are assigned
equal weights in terms of their reputation. Over time,
these weights are adjusted based on the historical accu-
racy and reliability of each source, allowing the system to
adaptively refine the assessment of source trustworthiness
based on accumulated evidence of their performance.

o User Appreciation: Derived from Like/Dislike feedback,
reflecting the acceptance and perceived value of the an-
swers by users. Feedback values are assigned as follows:
0 for neutrality, +1 for appreciation, and -1 for dissatis-
faction. The user feedback is collected continuously and
affects the adaptive weighting of trust factors. Positive
feedback can improve the credibility of certain sources.

e Unknown Answer: This count increases whenever the
chatbot fails to provide an answer or cannot retrieve
relevant information from the RAG system. This metric
helps identify gaps in the chatbot’s knowledge base or
issues with its retrieval capabilities.

o Discrepancy Count: This variable is incremented each
time a significant discrepancy or uncorrelation between
the chatbot’s response and the ground truth data is de-
tected. High discrepancy counts may indicate issues with
data quality or retrieval algorithms.

3) Trust aggregator: The Trust Engine utilizes a controller
that evaluates trust factors to determine the trustworthiness
of the chatbot. If the resulting confidence score, a weighted
output value of the controller, falls below a specific threshold,
an alert is issued to a supervising expert for further analysis
and monitoring.

« First level: calculation of individual trust score

At this initial level, the engine calculates a trust score
for each user interaction, considering three primary trust
factors: Information Recency, Reputation, and Correla-
tion. For the first level, we use a fuzzy logic controller
which uses natural language defined rules to assess the
trustworthiness of one interaction. These rules define the
relationship between the input trust factors and the output
trust score. Aggregation: Inputs are aggregated using
fuzzy inference and rule weighting, allowing the system
to handle uncertainties inherent in measuring trust factors.
The tablel describes the Fuzzy Logic rules.
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TABLE I
Fuzzy LOGIC RULES FOR COMPUTING TRUST SCORE

Rule N° | Correlation | Data Recency | Data Reputation | Trust Score
1 High High High Very High
2 High Low Low High
3 High Medium Medium High
4 Medium High High Medium
5 Medium Low Low Low
6 Medium Low High Medium
7 Medium High Low Medium
8 Low High Low Low
9 Low High High Low
10 Low High Medium Low

The outputs from these rules are synthesized to give a
final, single numerical value for the trust score.

o Second level: calculation of global trust score (GTS)
To assess the overall reliability of the chatbot system,
we compute a Global Trust Score (GTS) that aggregates
the following four normalized factors: average per-query
trust score, discrepancy rate, unknown answer rate, and
user appreciation.

We define the GTS as a weighted sum:

GTS=a -T+B-(1-D)+~v-(1-U)+6-A

Where:

- Tis the average trust score across all queries.

— D = Discrepaney Comt g he proportion of queries with
non-correlated answers (discrepancies).
U = Unknown Answer Count jq the proportion of queries
where the RAG system failed to answer.
A _ Sum of Appreczlzll\t[lon Scores+ N normalizes the ap-
preciation score to [0,1], assuming values in
{-1,0,+1}.

- «,8,7,0 are weights assigned to each factor (e.g.,
a=05 =v=0.2,§=0.1).

V. RESULTS AND DISCUSSION

This section evaluates the performance of our chatbot sys-
tem designed to respond to queries in the crop commodities
market using the Trust Engine. To do that, we tested a series
of specific questions that stakeholders frequently encounter.
Below we present the chatbot’s response to these questions,
alongside a detailed assessment with the Trust Engine.

We structured our evaluation around the following key
queries :

o TCO001: What are the latest tenders for buying or selling

Corn?

o TCO002: What is the supply of soybean in 2022/2023?

o TCO003: How did wheat freight rates from Ukraine fluc-

tuate in 2022, and what events influenced those changes?

o TCO004: What is the supply of US corn in 2022/2023?

e TCO005: How much wheat did Ukraine export in 2022?

o TC006: What is the quantity of Soybean exported by US

in February 20227
e« TC007: How much yellow corn was exported from
WASDE Major Exporters in the 2021/2022 crop year?

o TC008: How much yellow corn was exported from US
in the 2021/2022 crop year?

o TCO009: What is the average price of corn in 2023?

o TCO010: What is the average wheat price FOB in 20227

a) Correlation Factor: The correlation score assesses the
semantic similarity between the response generated by the
RAG and the reference data extracted from the SQL database.
A higher score indicates a stronger alignment between the
factual content and the values given by the two sources.
Our evaluation revealed varying levels of correlation across
query types: We illustrate the range of similarity with three
representative examples:

Example 1 — Moderate Similarity

User Query: How did wheat freight rates from Ukraine
fluctuate in 2022, and what events influenced those changes?

RAG Answer: Mentions specific rates to Egypt, Italy, China
(42-62 USD/MT), and links fluctuations to Russia’s with-
drawal from the grain deal, war insurance, and reduced ex-
ports.

SOL Answer: Summarizes the general trends in Ukrainian
wheat freight rates during 2022 and attributes changes to
market demand, war disruptions, and logistical challenges.

Similarity Score: 0.60

Example 2 — Low Similarity

User Query: What is the quantity of Soybean exported by
US in February 2022?

RAG Answer: States that no specific monthly data was found
for February 2022 in the provided documents.

SQOL Answer: Reports the exact figure: 4,592,200 units.

Similarity Score: 0.05

Example 3 — Partial Similarity

User Query: What is the average wheat price FOB in 20227

RAG Answer: Lists spot prices and CFR figures (e.g., 360
USD/ton) but does not provide a consolidated FOB average.

SQL Answer: Reports a specific average FOB price of
257.51 USD/MT for 2022.

Similarity Score: 0.40

To compute the correlation, it was more appropriate to use
an LLM rather than a basic similarity model. This is due to the
differences in how the two sources present information: SQL-
based answers tend to be more concise and purely factual,
often reporting direct numerical values, whereas answers from
RAG are more descriptive and analytical.

b) Recency Factor: We measured the recency of each
RAG answer by computing a score based on the time gap
between the query context (e.g, crop year) and the publication
dates of the retrieved documents. A score close to 1 indicates
a recent and relevant document, while lower values suggest
outdated information.

For example, in the case of the query “What is the supply
of soybean in 2022/2023?”, the RAG answer cited USDA
and McWheat reports from January—February 2024. These
sources reported updated supply figures rather than early
forecasts, making them temporally appropriate for this query.
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Consequently, the recency scores for the four sources were
relatively high: [0.8, 0.8, 0.8, 0.85].

c) Reputation Factor: In this initial evaluation phase,
we conservatively initialized all source reputation scores to
0 (neutral). This reflects a baseline configuration in which all
sources are treated equally. In future deployments, these scores
will be dynamically adjusted based on expert feedback and the
consistency of each source’s accuracy over time.

d) Individual Trust Score: Individual scores for each
interaction are computed by the fuzzy logic controller, which
aggregates the input from correlation, recency, and reputation
of the source. Table II shows sample results for three repre-
sentative queries, illustrating the interplay of these factors.

in refining source reputation scoring and expanding the fuzzy
rule base.

These results are preliminary and based on internal test-
ing. Future work will focus on incorporating external user
feedback, adapting dynamic reputation scores, and expanding
evaluation to a broader and more diverse set of queries and
document sources.

VI. FUTURE WORK

The development and implementation of the trust engine
represent a significant step forward in ensuring the reliability
and transparency of Al-driven systems, particularly in high-
stakes domains such as crop commodity markets. However,
there are several areas where further work is needed to be
done in our research:

1) These initial experiments have been conducted under

controlled conditions. In future work, we look forward

TABLE II
SAMPLE TRUST SCORES FOR THREE QUERIES
ID Correlation | Avg. Recency | Avg. Reputation | Trust Score
TCO001 | 0.35 0.60 0.00 0.48
TC007 | 0.05 0.65 0.00 0.36
TCO008 | 0.90 0.62 0.00 0.59

to testing the Trust Engine with a diverse set of domain
stakeholders, including traders, analysts, and farmers.

The computed trust scores for the ten test queries ranged
between 0.30 and 0.59. This relatively narrow range can be
attributed to the initialization of all source reputation scores to
zero and to the conservative structure of the fuzzy inference
rules. In the current rule set, the ”VeryHigh” trust level is
only achieved when all three main input factors (correlation,
recency, and reputation) are high. As a result, even queries
with excellent correlation and recent documents are capped
below the maximum unless paired with a high reputation score.

Nevertheless, strong correlation scores can still compensate
to some extent for weaker recency or reputation, as seen in
query TCOO0S8, which achieved the highest score (0.59) due to
a high correlation (0.90). In contrast, TC007, with very low
correlation (0.05) despite moderate recency, received a lower
trust score.

e) Global Trust Score: Across the ten test cases, the
RAG system failed to return an answer for three queries.
Additionally, four queries exhibited significant discrepancies
between the RAG and SQL answers, reflected in low cor-
relation scores. User feedback was mostly neutral, with two
instances of negative appreciation (—1), both corresponding
to answers with low correlation or no answer retrieved. Two
queries received positive appreciation (+1), which aligned with
high correlation and higher trust scores.

Using the GTS equation:

T=0.46, D =04,
We obtain:
GTS = 0.5-0.464-0.2-(1—0.4)+0.2-(1-0.3)4+0.1-0.5 = 0.54

This preliminary GTS value of 0.54 indicates a moderate
level of trust in the system’s current state, suggesting that while
the Trust Engine can detect alignment between structured and
unstructured sources, improvements are needed, particularly

Capturing user behavior and feedback in real-world
settings will allow us to evaluate how users experience
the interaction with the system, and to tailor trust
computation to reflect different user expectations and
expertise levels.
2) Work on the expert-in-the-loop feedback by integrating
expert reviews of low-trust interactions. This will help
identify vulnerabilities in data sources, retrieval errors,
or model hallucinations, and guide targeted improve-
ments in the underlying RAG system and data pipelines.
The current Trust Engine assesses the reputation of data
sources based on their usage and feedback. As future
work, we plan to explore additional data verification
mechanisms before its integration into the RAG system
to ensure having high quality data.

3)

VII. CONCLUSION

In this paper, we presented the design and preliminary
results of a Trust Engine for a chatbot system operating in
the crop commodity domain. Our objective was to enhance the
reliability, transparency, and accountability of the system. This
is critical specially in contexts where data-driven decisions can
have significant economic implications. The chatbot system
uses RAG architecture to answer the end user based on specific
knwoledge related to crop commodity domain.

For each interaction, The trust Engine computes a trust score
using Fuzz logic aggregator based on three key dimensions:
correlation with structured ground truth data, recency of the
information retrieved and the reputation of the data sources.
Then after several interactions, the Trust Engine computes
the GTS to reflect the behaviour of the system over time.
This allows experts to gain insights into how the system
is performing over time, identify potential issues, and make
informed adjustments to improve the system’s reliability. The
expert’s oversight ensures that the chatbot remains aligned
with real-world expectations and continues to provide action-
able, trustworthy insights to users.
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While the initial results are promising, they also reveal
the importance of context-aware correlation modeling and the
need for more granular source reputation tracking. The current
evaluation is limited to a controlled setting, and broader user
validation is required to fully assess the system’s performance
and utility.
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